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Abstract
This is the second assignment within the course ’Digital Strategies for the Social Sci-

ences’. Methods of dimensionality reduction and clustering are applied and discussed
for basketball-specific data in relation to literature on organizational theory and team
diversity.

1 Introduction

Team sports are increasingly discussed in social scientific research on organizational the-
ory. Scholars argue that the structural elements of team sports align with the definitions
of organizations to allow a study of mechanisms related to Merton’s middle-range the-
ories. For example, Grund (2012), as a scholar of analytical sociology, uses professional
soccer to show evidence for the hypothesis that higher interaction density and more de-
centralized interaction structures in teams increase performance levels. The recent growth
of fine-grained and available data sets provides further potential to this field of research.
This research pursues to initialize a study of the effects of team member diversity on team
performance based on professional basketball. The structural characteristics of basketball
as a team sport relate closely to those described for soccer by Grund (2012). We use basket-
ball play-type data which captures behavioral tendencies of individual players in attack-
ing sequences to develop an advanced notion of diversity among players and a typology
of players. Therefore, methods of dimensionality reduction and clustering methods are
used to group players. The resulting classification of players can be used to operational-
ize diversity-levels in team behavior and composition to study the impact on team-level
performance. The integration of play-type data advances current research as it captures
the yet most fine-grained data on behavioral tendencies of players within European bas-
ketball. Previous research (see Shea 2014) predominantly used basic player production
statistics which are less detailed and ignore large parts of behavioral tendencies.

Traditionally, a notion of player type diversity in basketball was limited to the differ-
entiation of the five original positions (point guard, shooting guard, small forward, power
forward, center). Recent development and studies now point to a more complex image of
positions of players with respect to their skills and abilities(Sekulic 2017). We aim to over-
come traditional notions of player types and develop a more differentiated typology. The
question driving this research is then how basketball players can be classified and struc-
tured based on their behavioral tendencies in attacking sequences. The research structures
as follows. First, the theoretical background concerning the effects of diversity within or-
ganizations is introduced. Second, the applied methods are discussed and their connection
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within the research process. Following, we present and discuss the results which lead to
the development of a new typology of player types.

2 Theoretical Background

The theoretical connection of investigating the effects of diversity within teams on profes-
sional team sports is based on the work by Grund (2012, 2016). For investigating team
dynamics the author highlights the properties of sports teams i.e. defined rules governing
the interaction of individuals, well-defined team boundaries, and high-quality measures
of both participating individuals and performance measures. While these are discussed
for the game of soccer, we argue these to be valid for basketball as a similarly competitive
team sport, too. Concerning the mechanism of interest to this research, Stahl et al. (2010)
compile a literature review on research on the relationship between team diversity and
performance within organizations. The review points to a complex mechanism integrat-
ing team structures, temporal dimension, and moderating effects. This research does not
aim to expand or investigate mechanisms within this degree of complexity. Instead we
seek to offer an entering point to the study of such mechanisms on the level of team sports.
Thus, more basic work is required to identify clusters of players (here measured by their
behavior in attacking sequences) and to thereafter measure diversity on a team-level.

3 Data

This research is based on a data set of play-type data of professional basketball players
within competitive leagues outside of the United States of America for the season 2018-
2019. Attacking sequences in basketball consist of structured, distinct behavioral patterns
that are connect to an attempt of scoring a basket. Play-type statistics take advantage of
these structures by differentiating the scoring attempts of a player into distinct categories
(called play-types). The data set used within this research is provided by by Synergy Sports
Technology and differentiates nine distinct play-type categories (see Table 1). Reliability of
play-type data is to be discussed since the process of data collection is kept private by the
providing company. However, consistency in the data over time can be assumed since the
provider presumably uses the same data collection scheme. Limits concerning the valid-
ity need to be considered as a result of compressing complex player behavior into distinct
categories.

The data set structures as follows. Each observation represents a player. There is one
variable per play-type (nine in total for all play-types) indicating the share (in percent) of
the particular play-type with respect to all attacking sequences of a player. Thus, for each
player these variables describe preferences in the player’s style of play based on which
play-types take larger shares in his attacking sequences than others. While these variables
are the essential data set for the following analysis, the original data set holds further
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variables e.g. efficiency in scoring or the turnover ratio per play-type. Concerning the
formation of clusters with respect to the research question, I hypothesize only the variables
indicating the share of recorded play-types to hold relevance in characterizing a player’s
playing-style. Also, the data set holds variables for observation concerning the name of
the player and his team, number of games played and number of attacking sequences.

The initial data set displayed a significant number of players which played a minor
number of games (< 5) and account for a low number of attacking sequences. To avoid
potential bias introduced by players with a low sample size of play-type data, we define
a lower boundary of at least 30 attacking sequences per player. Concerning missing data,
if observations miss only one play-type variable we were able to estimate the respective
variable (based on that all variables add up to 100). For observations with more than one
missing variable these were dropped from the data set. The resulting data set consists of
1,259 players. Summary statistics within Table 1 show variation in both mean and standard
deviation among the different play-type shares: some play-types are more frequently used
than others. E.g. on average players use spot-up situations within 27 percent of their
attacking sequences.

Table 1: Summary Statistics for shares of play-types for the reduced data set

Share of play-type N Mean St. Dev. Min Pctl(25) Pctl(75) Max

Isolation 1,259 5.349 4.079 0 2.2 7.4 26
Cut 1,259 8.230 5.548 0.300 4.000 11.400 38.700
Hand Off 1,259 2.358 2.274 0.100 0.600 3.450 13.500
Off Screen 1,259 5.510 4.831 0.100 2.200 7.400 34.200
Put Back 1,259 5.909 4.036 0.200 2.800 8.000 24.600
P R Ball Handler 1,259 9.688 10.793 0.100 1.100 15.600 51.400
P R Roll Man 1,259 4.867 5.774 0.100 0.500 8.100 30.700
Post Up 1,259 8.701 8.210 0.100 1.900 13.250 48.700
Spot Up 1,259 27.629 10.766 0.900 20.000 35.100 58.500
Transition 1,259 15.292 5.466 1.800 11.400 18.700 35.000

4 Methodology

This research uses methods of dimensionality reduction and clustering with respect to
the framework of exploratory data analysis (EDA). The applied methods aim to keep the
structure of the data while offering comprehensible summaries and characterization (Kaski
1997). Concerning the methodology, this research is composed of two stages. First, princi-
pal component analysis (PCA) and T-distributed stochastic neighbor embedding (t-SNE)
are applied to analyze the global and local structures of the data set. Second, we use self-
organizing maps (SOM) to construct clusters of players using the discrete map-structure.
Within the following sections, the applied methodologies are respectively presented and
discussed within the context of their application.
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4.1 Principal Component Analysis

Principal component analysis (PCA), within the context of EDA, is applied as a method
for dimensionality reduction for continuous variables. A high-dimensional data set can be
reduced to a lower-dimensional space made up of so called principal components. PCA
is particularly helpful for investigating global structures of a data set as it is based on
the assumption of linearity i.e. assuming linear relationships between the variables. This
assumption allows reasoning on the position of individual observations and the impact
of variables. The assumption of linearity (and conceptualizing observations as a linear
combination of principal components) is essential for PCA to enable a meaningful dimen-
sionality reduction. PCA reduces dimensionality by creating an orthogonal basis based
on vectors (principal components) that fit the observations (and their variables) by min-
imizing a loss function. The resulting orthogonal basis then consists of n principal com-
ponents with the vector aligned to the first dimension (principal component 1) explaining
the largest share of the variance. As a result, fewer PCs do explain significant shares of the
overall variance within the data. The position of each observation in the PC space can be
expressed as a linear combination of PCs (Abdi and Williams 2010).

4.2 T-distributed stochastic neighbor embedding

Whereas PCA is well-suited for considering the global dimension of a data set, t-SNE is
able to better visually and qualitatively infer clusters on a local level within a data set. As
a result of relaxing the linearity assumption, t-SNE is able to display more differences and
similarities between individuals on a local level compared to PCA. Nevertheless, the non-
linear method decreases the potential for explanation and interpretation of the results. As
distance in t-SNE plots is non-linear, the method is unable to display he global dimensions
of a data set. Thereafter, t-SNE cannot offer explanatory features of variable and observa-
tion composition resulting from the dimensionality reduction. The two-dimensional plot
resulting from the t-SNE algorithm offers no equivalent to eigenvalues or explained vari-
ance from PCA. The relaxation of the linearity assumption further imposes difficulties for
clustering algorithms given the non linear distance in the created two-dimensional space.
T-SNE is only suitable for a qualitative, visual post-hoc interpretation of the produced plot.
Within this research it is used as an addition to the global perspective offered by PCA.

4.3 Self-organizing Maps

Self-organizing maps (SOM) is an unsupervised machine learning approach that maps a
higher-dimensional space into a two-dimensional, discrete space, also considered a Koho-
nen map. The mapping process is based on a neural network-related process. The process
discretization onto a two-dimensional map is exercised through projecting and adapting
a net of neurons onto the data structure. Within an iterative process, single neurons are
selected to adapt their position to fit the observations. As a single neuron adapts its posi-
tion, the remainder of neurons changes their position with respect to their distance to the
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updated neuron. Thereby, structures of the data set are finally displayed on the developed
map. The discrete scaling of the resulting map allows to group similar individuals into
groups.

The strength and capability of SOM can be exemplified by a summary of available
EDA models by Kaski (1995) in 1995. He distinguishes two methods in the context of
EDA. Methods that (i) use dimensionality reduction to project a data set structure and
(ii) use clustering methods to create groups of similar individuals. For SOM, the author
stresses the ability to provide both features within one method. In addition, clustering can
be conducted on top of the two-dimensional map if the sample is size is adequate (Ultsch
2007). Concerning the selection of adequate map size, Céréghino and Park (2009) discuss
a lack of a general principles for choosing the map dimensions while acknowledging the
existence of different rules of thumb. The dimension of the map is equivalent here to
the number of neurons fitted onto the data space. Selecting fewer neurons might lead to
ignoring significant differences between the discrete map units. Selecting more neurons
might lead to recognize differences that are non-significant (i.e. too small). The quality of
a Kohonen map can be measured using the topographic error which is based on the level
of preserved topology of the original data set. However, comparing topographic errors for
differently sized maps is likely biased as the error generally decreases as map size increases
(Kohonen, 2001).

5 Results

5.1 Dimensionality Reduction

To explore the global structure of the data set described in section 3 a PCA is used on the
nine play-type variables. The data does not need to be scaled as all variables are initially
already given on the same scale i.e. 0-100. Given the linearity assumption a correlation
matrix is provided (see Appendix B.1) to verify a linear relationship among the used vari-
ables. Eigenvalues of the PCs (see Fig. 1d) and the application of the elbow-criteria lead
us to select three PCs. A selection four PCs would be reasonable, too. Given the aim of
an exploration of the global data set structures, three PCs provide a more comprehensible
space.

For PC1 (35.1% explained variance), we find the play-types cut and put-back as the
most contribution variables. Considering the wheel of correlation and coordinates for PC1
(Appendix B.4), both variables possess a similar impact on the positioning and differen-
tiation of observations (similarly reflected in cos2). I.e. players who frequently use put
backs will also use cut attacking sequences more often. We find the four variables with
the highest contribution to PC1 (cut, put-back, post-up, Pnr Roll Man) to possess positive
coordinates. The further variables possess lower levels of contribution while pointing to
negative coordinates. Given the strong explanatory power of PC1, this indicates an initial
separation into two clusters. Interpretation of these findings for a typology of basketball
players is provided in section 6. For PC2 and PC3 we find respectively two variables with
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Figure 1: PCA results. (i) PC1-PC2, (ii) PC1-PC3, (iii) PC2-PC3, (iv) Eigenvalues of PCs

outstanding contributions. For PC2, PnR Ball Handler and Spot-Up show strong contri-
bution (34.06, 33.93). Here, the wheel of correlation and variable coordinates indicate an
opposing relationship i.e. players can be separated according to whether they show higher
frequencies of either spot-up or PnR Ball Handler play-types. With respect to a typology of
basketball players, this axis can be interpreted as differentiating players based on whether
they are ball dominant or act off the ball to score.

Observations are plotted PC1-PC2-PC3 within Fig 1. The PCA-plot of PC1-PC2 points
point toward a potential occurrence of the Guttman effect. Here, the occurrence of a
horseshoe-formed plot, signaling a Guttman effect, indicates the presence of a significant,
hidden factor that influences the variables (Camiz, 2005). Implications are discussed in
section 6.

5.2 T-SNE

The visual display of the t-SNE ( Appendix C) emphasizes the existence of rather fine
grained clusters within the data set. These could not be discovered within the output of the
PCA. Given the limitations of t-SNE discussed in section 4.2, an application of clustering
algorithms based on the two-dimensional t-SNE output is not possible. Nevertheless, the
provided evidence for the existence of local clusters leads this research to apply SOM in a
next step. Thereby we provide clustering using a non-linear model to the data structure as
we can now assume to find local clusters given the t-SNE results.
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5.3 Self-organized mapping

I use the original data set of 1,259 observations and 9 play-type variables (see section 3) to
train the SOM. This serves to maintain an interpretation and understanding of the created
clusters compared to a case of using PCA-denoised data. Kohonen (2001) proposes a rule
of thumb to select the number of neurons based on 5 ∗

√
(n) (with n being the sample

size of the training data set). Here this would result into 177 potential clusters. Though,
to develop a practically applicable and comprehensible typology of basketball players,
a number greater than 25 seems not reasonable as cluster differences would become too
small. We tested training SOM models on 3x3, 4x4 and 5x5 dimensional maps. A qual-
itative investigation of the resulting prototypes pointed towards a 4x4 dimensional map
as the best choice. Within the 5x5 grid differences between some prototypes occurred to
be too minor. The 4x4 grid pointed out some significant differences which were reflected
within the 3x3 mapping. The 4x4 grid resulted an average topographic error of 0.015 (20
independent training runs). Neurons are randomly initialized (instead of a PCA-based
initialization as PCA displayed a Guttman effect)

Figure 2: Observations overview of SOM with 16 neurons

Results show an equal distribution of observations among the 16 clusters. Only few
clusters (e.g. cluster 4 with 130 observations) are significantly above or below an average
of 78.4 (standard deviation 18.4). Given the properties of the resulting Kohonen map (Fig.
2), we observe closer clusters (neuron based prototypes) to be more similar than clusters
further away from each other. While the visualized distributions in Fig. 2 represent the
prototypes for each cluster, we observe similarities in play-type variables for closer clus-
ters. To check if the SOM-produced clusters confirm with the global pattern of the PCA, a
PCA plot (PC1-PC2) is provided with the observations coloured with respect to the SOM
cluster they identify with (see Appendix D). The plot displays a basic (not strictly) segre-
gated picture of the clusters. It confirms that players of the same SOM cluster also align
together in the global picture produced by the PCA. It is reasonable to observe some over-
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lapping structures as the SOM and PCA are based on different underlying models and
PCA is rather suitable for displaying global than local levels.

6 Discussion and Conclusion

The initial exploration of the data set and its structure using PCA offered insights into
the global structures. Concerning the contribution of single variables and the wheel of
correlations, this allowed the identification of play-type variables that occur more/less
frequently for similar types of players. Or, when pointing to different positions accord-
ing to the wheel of correlation, distinguish observations. E.g. the contributions analyzed
for PC1 can be closely related to the separation of front-court vs. back-court players (sep-
arating the traditional positions point guard, shooting guard, small forward vs. power
forward and center). Similar interpretations can be made for further PCs. These findings
need to be considered carefully considering evidence of a Guttman effect. PCA was sup-
plemented by t-SNE to point out local cluster structures. The application and ability for
interpretation and explanation of t-SNE is widely discussed in the literature. In addition to
the described consequences of a non-linear method, like Schubert and Gertz (2017) point
out, t-SNE shows cases of finding local cluster structures in non-clustered data. The find-
ings presented in this research on the presence of local clusters according to t-SNE need to
be considered carefully.Self-organizing maps enabled this research to develop clusters of
players. A quantitative inference of the quality using the topographic error proves diffi-
cult. Both a qualitative comparison of differently sized maps and a plot of SOM clusters to
the initial PCA axis provided evidence that the SOM mapping aligns both with the global
data set structure and can distinguish meaningful clusters.

The play-type variables thereby provided the opportunity for a clustering of players
according to their behavior on attacking sequences. A limitation of this research and the
applied data set concerns a lack of comparison of the created clusters to previous cluster-
ing approaches e.g. differentiating players into five positions. Thereby, the SOM-created
clustering was rather qualitatively tested for validity. Furthermore, a discussion about in-
cluding further variables describing the play-types (e.g. efficiency per play-type) needs to
be hold relevant. A decision within this research was made based on the interpretability
of the resulting clusters to only use the relative volume/share of play-types as variables.
Future work can use these developed prototypes and clusters as a typology of basketball
players. Thereby, team composition and diversity can be modelled and set into relation
with team performance.
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A Descriptive Data Statistics

Figure 3: Share and Efficiency Distribution per play-type

B Principal Component Analysis

B.1 Linearity Assumption

Figure 4: Correlation matrix of the initial data set
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B.2 Eigenvalues of Principal Components

Axis % Cum.%
1 35.9 35.9
2 18.7 54.6
3 12.9 67.5
4 7.7 75.2
5 7.5 82.7
6 6.6 89.4
7 5.3 94.7
8 3.1 97.8
9 2.2 100

B.3 Principal Component Loading

Table 2: PC1

Variable Coord. Contribution Cos2
Cut 0.843 22.02 0.711
Put Back 0.841 21.89 0.707
Post-Up 0.658 13.41 0.433
PnR Roll Man 0.644 12.86 0.415
Spot Up -0.478 7.07 0.228
Hand Off -0.459 6.53 0.211
Isolation -0.433 5.82 0.188
PnR Ball Handler -0.417 5.39 0.174
Off Screen -0.403 5.02 0.162

Table 3: PC2

Variable Coord. Contribution Cos2
PnR Ball Handler 0.757 34.06 0.573
Spot Up -0.756 33.93 0.571
Isolation 0.581 20.08 0.338
PnR Roll Man 0.276 4.53 0.076
Off Screen -0.239 3.41 0.057
Hand Off 0.206 2.53 0.043
Post Up 0.144 1.23 0.021
Cut -0.056 0.18 0.003
Put Back -0.025 0.04 0.001
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Table 4: PC3

Variable Coord. Contribution Cos2
Off Screen 0.696 41.61 0.484
Hand Off 0.672 38.86 0.452
Isolation -0.325 9.06 0.105
Pnr Roll Man 0.243 5.09 0.059
Spot Up -0.208 3.72 0.043
Cut 0.097 0.081 0.009
Put Back 0.071 0.43 0.005
Post Up 0.068 0.39 0.005
PnR Ball Handler -0.013 0.02 0.000

B.4 Wheel of Correlation

Figure 5: PCA Wheel of Correlation, PC1-PC2
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Figure 6: PCA Wheel of Correlation, PC2-PC3

Figure 7: PCA Wheel of Correlation, PC1-PC3
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C T-SNE

Figure 8: Visual t-sne results

D SOM

Figure 9: SOM Hitmap for 4x4 mapping

Table 5: Count of observation per prototype

Prototype 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

Observations 50 74 72 130 89 62 66 96 66 81 85 85 78 72 62 91
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Figure 10: SOM Radar Plot for 4x4 mapping

Figure 11: A mapping of SOM clusters on PC1-PC2
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